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Plan for today

(A) Computational Complexity and NP-Completeness

(B) SAT Solving Algorithms

(C) Quantified Boolean Formulas

(D) Logic Programming

(E) Monadic Second-Order Logic



(A) Computational
Complexity and
NP-Completeness



What is Computational Complexity?

I Subfield of Theoretical Computer Science

I Mathematical theory of how much resources (e.g., time, space)
are needed by computing devices to solve problems

I Home of the (in)famous “P vs. NP question”



Framework

I Investigate computational tasks as input-output problems—in
particular, decision problems (yes-no output)

I Measure the running time (or space usage) in terms of the
input size n (in bits)

I Worst-case analysis: for every input size n, measure the
maximum over all possible inputs of size n

I Asymptotic analysis: the focus is on the asymptotic behavior of
the running times (etc):

n3 + 2n2 + 50n 7→ O(n3)

I Quantify over all possible algorithms: a problem is solvable in
time O(n2) if there is some algorithm that runs in this time

I Typically, algorithms are formalized as Turing machines



Complexity Classes

I For a structured investigation: categorize problems into
complexity classes

I A decision problem (over a binary alphabet) is a
language L ⊆ {0, 1}∗

I A complexity class K is a set of languages: K ⊆ 2{0,1}
∗

I Typically, complexity classes are defined on the basis of
algorithms that run within a certain resource bound:

For example, the class P consists of all decision problems
solvable in polynomial time: in time O(nc) for some constant c
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(Deterministic) Polynomial Time: P

I The class P consists of all decision problems that are solvable in
time O(nc), for some fixed constant c (polynomial time)

I This is typically considered the class of computationally
tractable problems

I Note: this does not necessarily correspond directly to ‘efficient
in practice’,

I but turns out to usually give a good indication of efficient
solvability



Nondeterministic Polynomial Time: NP

I Based on non-deterministic algorithms: algorithms that can
guess which computation path to take
I The algorithm outputs 1 if and only if there exists a

computation path that leads to output 1

I The class NP consists of all decision problems that are solvable
in non-deterministic time O(nc), for some fixed constant c

I Note: non-deterministic algorithms are purely theoretical
notion—we have no such machine!

I Thousands of relevant problems turn out to match this level of
complexity (NP)



NP-completeness

I To capture that a problem’s complexity “tightly matches” a
certain level, we use the notions of hardness and completeness

I A polynomial-time reduction R from a problem L1 to a
problem L2 is a polynomial-time algorithm that:

1. translates inputs of L1 to inputs of L2

2. for each x , it holds x ∈ L1 if and only if R(x) ∈ L2

I A problem L is NP-hard if all problems in NP can be
polynomial-time reduced to L

I A problem is NP-complete if it is NP-hard and in NP

I NP-complete: solvable in polynomial-time if and only if P = NP



Example: Graph Coloring

I An example of an NP-complete problem is Graph Colorability
(with k colors):

I Input: An undirected graph G = (V ,E )

I Question: Can we color the vertices of G using k colors so
that no two adjacent vertices get the same color?



Example: Graph Colorable with 2 Colors?



Example: Graph Colorable with 2 Colors?



Example: Graph Colorable with 3 Colors?



Propositional Satisfiability (SAT)

I The archetypical NP-complete problem: propositional
satisfiability (SAT)

SAT

I Input: A propositional logic formula ϕ

I Question: Is ϕ satisfiable?

SAT (common variant) – also called: CNF-SAT

I Input: A propositional logic formula ϕ
in conjunctive normal form (CNF)

I Question: Is ϕ satisfiable?

I E.g.: ϕ = (x1 ∨ ¬x2 ∨ x3) ∧ (¬x1 ∨ x2) ∧ (x1 ∨ x2 ∨ ¬x3)



The Cook-Levin Theorem: SAT is NP-complete

Theorem (Cook, 1971; Levin, ∼1973)
SAT is NP-complete.

I First problem shown to be NP-complete

I Proof idea:

I Translate polynomial-time computation into a propositional
formula ϕ

I Use propositional variables to encode the memory contents and
state of the algorithm

I Use additional propositional variables to guess which
computation path to take

I This means we can (1) reduce each problem in NP to SAT,
and (2) reduce SAT to each NP-complete problem



Encoding Graph Colorability

I Polynomial-time reduction from Graph 3-Coloring to SAT:

I We will describe an algorithm that takes a graph G = (V ,E )
and produces a propositional formula ϕ (in polynomial time),
such that G is 3-colorable if and only if ϕ is satisfiable

I For each v ∈ V , add three variables: xv ,r, xv ,g, xv ,b
I For each v ∈ V , add the following to ϕ:

(xv ,r ∨ xv ,g ∨ xv ,b) ∧
(¬xv ,r ∨ ¬xv ,g) ∧ (¬xv ,r ∨ ¬xv ,b) ∧ (¬xv ,g ∨ ¬xv ,b)

I For each edge {v1, v2} ∈ E , add the following to ϕ:

(¬xv1,r ∨ ¬xv2,r) ∧ (¬xv1,g ∨ ¬xv2,g) ∧ (¬xv1,b ∨ ¬xv2,b)



2SAT is in P
2SAT

I Input: A propositional logic formula ϕ in 2CNF

I Question: Is ϕ satisfiable?

I E.g.: ϕ = (x1 ∨ ¬x2) ∧ (¬x1 ∨ x2) ∧ (x1 ∨ x2) ∈ 2CNF

I 2SAT is solvable in polynomial time

I One way to prove this: (1) resolution is a refutation-complete
method; (2) for 2CNF formulas, resolution leads to at most a
quadratic number of new clauses

(¬x1 ∨ x2), (x1 ∨ x3) 7→ (x2 ∨ x3)

I Whenever we can reduce a problem to 2SAT, it is
polynomial-time solvable



Recognizing Renamable Horn Formulas

I A propositional formula in CNF is called Horn if each clause
contains at most one positive literal

I A formula is called renamable Horn if after replacing some
variables by their negations, the formula is Horn

I We can reduce the problem of recognizing renamable Horn
formulas to 2SAT:

I Given a CNF formula ϕ, we produce a 2CNF formula ψ

I For each x ∈ Var(ϕ), add a variable yx to ψ, representing
whether or not x should be negated

I For each pair of literals from each clause of ϕ, add a 2-clause
with the corresponding literals to ψ

I E.g.: (x1 ∨ x2 ∨ ¬x3) 7→ (yx1 ∨ yx2), (yx1 ∨ ¬yx3), (yx2 ∨ ¬yx3)



(B) SAT Solving Algorithms



SAT Competition

I SAT is NP-complete, and all algorithms that we know for SAT
run in exponential time in the worst case

I Nevertheless, a lot of research and engineering has gone into
algorithms for SAT that perform well in many cases in practice

I There is a yearly SAT conference, that includes a competition
for SAT solving algorithms

I SAT solving algorithms work well enough for many applications
in practice—e.g., in software and hardware verification



The Basic Algorithm: DPLL

I The basic Davis-Putnam-Logemann-Loveland (DPLL) algorithm
is a backtracking search algorithm
I It branches on a variable x , assigning it the truth values 0 and 1

in the respective branches
I After assigning x 7→ 0/1, it simplifies ϕ and checks whether ϕ

contains an unsatisfiable clause

•
ϕ

• •

• •

⊥ ⊥ · · · >

x 7→ 0 x 7→ 1

y 7→ 0 y 7→ 1

ϕ[x 7→ 0] simplified

ϕ[x 7→ 0, y 7→ 0] simplified



DPLL Simplification and Termination Rules

I Simplification rules for the basic DPLL algorithm:

I Remove all literals falsified by α

I Remove all clauses that are satisfied by α

I If simplification yields a unit clause (`), set α := α ∪ [` 7→ 1]

(unit propagation)

I If some variable xi occurs only positively (resp. negatively),
set α := α ∪ [xi 7→ 1] (resp. α := α ∪ [xi 7→ 0])
(pure literal elimination)

I Termination rules:

I If ϕ[α] (after simplification) contains an empty clause, label this
branch with ⊥ and close the branch

I If ϕ[α] contains no more clauses, conclude > and return α



Branching Heuristics

I At each node in the search tree, there several (often many)
choices for which propositional variable to branch on

I So there are many instantiations of the basic DPLL algorithm

I These choices can have an enormous influence on the size of
the search tree

I Researchers have investigated and engineered many different
branching heuristics

I E.g., pick the variable so that setting it to 0 or 1 satisfies a
maximum number of clauses (among all variables)



Smart Data Structures

I Keeping a copy of ϕ[α] at each node is redundant, and
performance of the algorithm can be optimized by using smart
data structures, e.g.:

I The Two Watched Literals Scheme:

I For each clause, pick two literals, and keep a pointer only to
these literals (the two “watched literals”)

I Whenever a variable is assigned a truth value, check only if it
falsifies some watched literal of some clause

I For these clauses, find a new (unfalsified) literal to watch

I Unit propagation and the creation of an empty clause are
noticed with this scheme

I That is, when only 1 or 0 new watched literals can be found
(respectively)



Backjumping

I Suppose in the search process, you (1) branch and
propagate/deduce along the following lines:

. . . , x1 7→ 0, x2 7→ 1, x3 7→ 0, x4 7→ 1, x5 7→ 0, x6 7→ 0, x7 7→ 1

(2) you reach a conflict, and (3) you are able to derive from
this conflict that ϕ |= (x1 ∨ ¬x2 ∨ x6)

I Then you can non-chronologically backjump to:

. . . , x1 7→ 0, x2 7→ 1, x6 7→ 1

I Backjumping in well-chosen moments can remove a lot of
redundant search

I E.g., in the above example, for all assignments to x3 and x4,
the algorithm would run into a conflict with x6 7→ 0



Conflict-Driven Clause Learning (CDCL)

I Most modern SAT solvers use the strategy of conflict-driven
clause learning (CDCL):

I During the entire search process, they learn (entailed)
clauses—that is, they construct a set C of clauses such that for
each c ∈ C it holds that ϕ |= c

I Whenever they reach a conflict in the search (i.e., a ⊥), they
analyze the implication graph of the branching and propagation
behavior that led there

and use it to learn an appropriate new clause c to add to C

I They use this newly learned clause c to backjump in the search
tree

I It turns out to be useful to try to reach conflicts, allowing to
learn many helpful clauses



Algorithms Available Off-the-shelf

I Many efficient modern (CDCL) SAT solving algorithms are
freely available for download, and they work out-of-the-box on a
standard file format for CNF formulas

I They have different heuristics, and work well for different types
of inputs

I So one possible way to solve your favorite NP-complete problem
is to translate inputs to SAT, and simply run one of the many
SAT solvers on the translated input



Demonstration

Bounded Model Checking – informally

I Input: A transition system S , a temporal-logic specification ϕ
(e.g., in LTL), and some bound k ∈ N.

I Question: Is there is a witness of size ≤ k for S 6|= ϕ

I This is an NP-complete problem (for many temporal logics), so
we can translate inputs to SAT

I This has been done for applications of this problem to hardware
verification—let’s run some SAT solvers on the result! :-)



(C) Quantified Boolean
Formulas



Polynomial Space (PSPACE)

I NP is only one of many complexity classes—another prominent
one is PSPACE

I The class PSPACE consists of all decision problems that are
solvable by a deterministic algorithm that uses O(nc) memory
space, for some fixed constant c

I Note: as memory space can be reused by an algorithm, such
algorithms can take time up to O(2n

c
)

I There are also many relevant problems that match this level of
complexity (PSPACE)
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PSPACE-completeness

I A problem L is PSPACE-hard if all problems in PSPACE can be
polynomial-time reduced to L

I A problem is PSPACE-complete if it is PSPACE-hard and in
PSPACE

I PSPACE-complete: solvable in polynomial-time if and only
if P = PSPACE

I It is widely believed that NP 6= PSPACE, which would mean
that we cannot polynomial-time reduce PSPACE-complete
problems to SAT



Quantified Boolean Formulas (QBFs)

I A quantified Boolean formula (QBF) (in prenex form) is a
formula of the form Q1x1 . . .Qnxn.ψ, where:
I x1, . . . , xn are propositional variables
I Qi ∈ {∃,∀}, for each 1 ≤ i ≤ n

I ψ is a propositional formula over the variables x1, . . . , xn

I E.g.,
ϕ = ∃x1∀x2. (x1 ∨ x2) ∧ (x1 ∨ ¬x2)

I Truth of QBFs can be defined recursively:
I a QBF of the form ∀x .ϕ is true if and only if

both ϕ[x 7→ 0] and ϕ[x 7→ 1] are true
I a QBF of the form ∃x .ϕ is true if and only if

at least one of ϕ[x 7→ 0] and ϕ[x 7→ 1] is true



TQBF is PSPACE-complete

TQBF

I Input: A quantified Boolean formula ϕ

I Question: Is ϕ true?

Theorem (Stockmeyer, Meyer, 1973)

TQBF is PSPACE-complete.

I We can play the same game with problems in PSPACE and the
‘canonical’ problem TQBF



Some Other PSPACE-complete Logic Problems

I The following problems are both PSPACE-complete

LTL-MC

I Input: A transition system S , and a linear-time temporal logic
(LTL) formula ϕ.

I Question: Does S |= ϕ?

S4-SAT

I Input: A modal logic formula ϕ.

I Question: Is ϕ satisfiable under S4 semantics?



QBF Solvers, QBFEVAL

I Similarly to the case of SAT solving algorithms, there has been
much research and engineering into TQBF solving algorithms
(often called QBF solvers)

I Numerous QBF solvers are freely available to download—
many of which are based on ‘quantified’ variants of the CDCL
algorithm family

I There is also a yearly QBF solver competition (QBFEVAL)—
where algorithms compete on randomly generated inputs as well
as inputs originating from other problems



(D) Logic Programming



Logic Programming

I Logic programming is a paradigm based on logic statements
expressing (1) facts and (2) rules about a certain domain—that
can be used to reason about this domain

I It is often used for declarative programming, where the problem
and its solutions are specified, but not the procedure for
obtaining solutions

I (For today, we will only look at the propositional case.)

I Facts, e.g.:
a1. a2. a3.

I Rules, e.g.:
b ← a1, a2, . . . , ak .



Positive Logic Programs

I For positive logic programs, facts are of the form a. and rules
are of the form a0 ← a1, . . . , ak ., where a0, . . . , ak are
propositional variables
(so no negations)

I These can all be interpreted as clauses:

a0 ← a1, . . . , ak . 7→ (a0 ∨ ¬a1 ∨ · · · ∨ ¬ak)

I Positive logic programs have a unique minimal model

I Start with M as the set of facts
I Whenever the program has a rule a0 ← a1, . . . , ak .,

and a1, . . . , ak ∈ M, add a0 to M

I Keep doing this until you reach a fixpoint



Example
I Let P be the following positive logic program:

rain.
wet← rain.
mud← wet.
dirty← mud.
happy← sun.

I The minimal model of P is:

M = {rain,wet,mud, dirty}

I I will equate a model with the set of variables that are true in
the model—e.g., the M above sets four variables to true
(and happy and sun to false)



What if we also want Negation?

I Let P be the following (non-positive) logic program:

sad← not happy.
happy← not sad.

I The translation to clauses arguably yields unwanted results:

ϕ = (sad ∨ happy) ∧ (sad ∨ happy)

Models(ϕ) = {{sad}, {happy}, {happy, sad}}



Stable Model Semantics (intuition)

I Consider a model M as an assumption for which atoms are true
and which are false.

I Construct a (positive) variant PM of the program P that takes
into account this assumption.

I Check whether M is the (unique) minimal model of PM .



Stable Model Semantics
I Take a logic program P and a model M

I The reduct PM of P w.r.t. M is obtained from P by:
1. removing rules with not a in the body, for each a ∈ M

2. removing literals of the form not b from all other rules

I An stable model of P is some M that is the minimal model
of PM

I For example, let P be:

sad← not happy.
happy← not sad.

and M = {happy}. Then PM is:

happy← .

and M is the minimal model of PM .



Answer Set Programming
I Answer set programming (ASP) is a declarative programming

paradigm, based on logic programs with the stable set
semantics

I Often various extensions are used:

I A first-order language, e.g.:

happy(X )← at_logic_conference(X ).

I Optimization statements, to select between stable models, e.g.:

#maximize{1@1, person(X ) : happy(X )}.

I Disjunction in the head of rules, e.g.:

happy(X ) ∨ super_happy(X )← at_logic_conference(X ).



Θp
2- and Σp

2-completeness

I A central problem in answer set programming is:

ASP-SAT

I Input: A logic program P.

I Question: Does P have a stable model?

I For several variants of answer set programming, this is complete
for different complexity classes:

I For propositional logic programs (without disjunction in the
head), with optimization statements, ASP-SAT is Θp

2-complete

I For propositional logic programs with disjunction in the head,
ASP-SAT is Σp

2-complete
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ASP Solvers

I This means that with problems that are Θp
2-complete or

Σp
2-complete, we can play the same game (once more), reducing

them to logic programs and calling an algorithm for ASP-SAT

I There has also been much research and engineering into solving
algorithms for ASP-SAT (often called ASP solvers)

I Several ASP solvers are freely available to download—most of
which are based on variants of the CDCL algorithm family



Example: Kemeny Elections



Modeling Elections

I A set N = {1, . . . , n} of voters

I A set A = {a1, . . . , am} of alternatives (or candidates)

I L(A) denotes all linear orders � over A

I (linear order: transitive, antisymmetric, complete relation)

I A profile P ∈ L(A)n consists of a linear order for each voter

I A social welfare function f : L(A)n → L(A) takes a profile and
outputs a social preference order



Example

I N = {1, 2, 3}
I A = {c ‘chocolate’, s ‘strawberry’, v ‘vanilla’}
I Profile P:

P 1 2 3

#1 c v s
#2 s c v
#3 v s c

I I.e., P = (�1,�2,�3), where:

�1 = {(c, s), (c , v), (s, v)}
�2 = {(v , c), (v , s), (c , s)}
�3 = {(s, c), (s, v), (c , v)}



The Kemeny Voting Rule

I The Kemeny rule is a social welfare function:

I The Kendall-Tau distance d(�1,�2) between two
rankings �1,�2 ∈ L(A) is the number of pairs (a, b) ∈ A× A
on which �1 and �2 disagree

I The Kemeny rule selects as social preferences all � ∈ L(A) that
minimize: ∑

i∈N
d(�,�i )

I The Kemeny winners are the top candidates from each �
minimizing the total Kendall-Tau distance to P



Encoding Kemeny Voting into ASP
I The encoding, by means of an example profile P:

P 1 2 3 4 5 6

#1 c c c v v s
#2 s s s c c c
#3 v v v s s v

I The resulting logic program, with optimization statement:

can(c). can(s). can(v).
score(c, s, 5). score(s, c, 1). score(c, v, 4).
score(v, c, 2). score(s, v, 4). score(v, s, 2).

pref(X ,Y )← can(X ), can(Y ),X 6= Y , not pref(Y ,X ).
pref(X ,Z )← pref(X ,Y ), pref(Y ,Z ).

#maximize{S@1, score(X ,Y ,S) : pref(X ,Y ), score(X ,Y , S)}.



(E) Monadic Second-Order
Logic



Fixed-Parameter Tractability

I Parameterized complexity theory investigates running times in
terms of the structure of an input, in addition to the input size

I Formally: using a problem parameter k , and the input size n

I Each input yields values for n and k

I Intuition: the smaller k , the more structured is the input

I This leads to a more relaxed notion of tractability:
fixed-parameter tractability: problems solvable in time f (k) · nc ,
for some constant c and some function f

I Idea: perhaps the worst-case exponential running times only
occur for ‘unstructured’ inputs

I Say, f (k) = 2k and k = 10, then f (k) · nc is not so bad



Treewidth

I Treewidth is a notion of structure for graphs: it measures how
‘treelike’ a graph is

I Explanation by picture:

1 2

3 4

5 6

1, 2, 3

2, 3, 4

3, 4, 5 3, 4, 6

1. tree decomposition

2. connected components

3. each edge covered by some set

treewidth =
max. set size −1



Efficient Algorithms for Small Treewidth Graphs

I Many intractable (e.g., NP-complete) problems become
efficiently solvable when restricted to graphs of small treewidth

I For example, Graph 3-Coloring

I This can be formally stated: these problems are fixed-parameter
tractable when the parameter k is the treewidth of the graph



Monadic Second-Order Logic (MSOL)

I Monadic Second-Order Logic:

I Second-Order Logic: in addition to first-order quantification,
you can quantify over predicates

I Monadic: second-order quantification is only over sets

I E.g.:
ϕ = ∃X∀y∃z . (y ∈ X ) ∨ (z ∈ X ∧ R(y , z))



Courcelle’s Theorem

I We consider the MSO ‘logic of graphs’:
I Unary predicate V , for the vertices
I Binary predicate E , for the edges
I The graph is given as a relational structure using V ,E

I A MSOL formula ϕ defines a graph property Π if for each
relational structureM representing a graph G holds
thatM |= ϕ if and only if G has property Π

Theorem (Courcelle, 1990)

Every graph property that can be defined by a MSOL formula (as
described above), can be decided in time f (k) · n for graphs of
treewidth k , for some computable function f .



Expressing 3-Colorability in MSOL

I We express Graph 3-Colorability using MSOL:

∃R∃G∃B ∀v∀u. (v ∈ R ∨ v ∈ G ∨ v ∈ B) ∧
((u ∈ R ∧ v ∈ R)→ ¬E (u, v)) ∧
((u ∈ G ∧ v ∈ G )→ ¬E (u, v)) ∧
((u ∈ B ∧ v ∈ B)→ ¬E (u, v))

I Thus, Graph 3-Coloring is fixed-parameter tractable when the
parameter k is the treewidth of the graph



Take Home Message



Recap

I Logic tools form a useful stepping stone for:

(1) theoretically characterizing the computational complexity of
different problems

(2) developing practical algorithms that are efficient in many
relevant settings (but not in the worst case)

(3) theoretically identifying settings where (worst-case) efficient
algorithms are possible

I E.g., (1) SAT is a canonical NP-complete problem,

and (2) SAT solvers provide a useful approach to solving
NP-complete problems in practice

I E.g., (3) MSOL can be used to show that problems are
fixed-parameter tractable



Take Home Message

I If you are in computer science land, trying to solve a
computationally hard problem:

think of logic! :-)

I For example, if you want to characterize the computational
complexity of, say, the satisfiability problem for your favorite
logic, you can use SAT, TQBF, etc.

I To get (theoretically or practically) efficient algorithms,
reducing your problem to SAT, 2SAT, etc, might work well.


